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Introduction 
 
You get an email or a phone call and users tell you that your system is performing slowly. Where do you 
begin to troubleshoot this issue? All they’ve said to you is “it’s slow”. What’s slow? According to the 
users… everything. Follow this guide on some basic performance tuning techniques to help speed up 
your environment. 
 

Queries, Indexes, and Design 
 
From my experience, I’ve found that 95% of SQL Server performance problems can be broken down to 
one of three problems: Poorly written queries, lack of indexes, or bad database design. 
 
Of course, there are times where the IO subsystem doesn’t perform enough or there’s not enough 
memory to compensate, but in general, these 3 things are the most commonly seen. 
While database design is the foundation for how a database will perform, it cannot easily be refactored 
quickly. Because of that, we will mostly focus on queries and indexes for the purpose of this exercise. 
 
What’s Currently Running? 
 
If you have access to the system where the problem exists, consider checking activity at a glance to see 
what’s currently running. Try to find out what has been running for a long time and see if those queries 
are causing problems. 
 
We can either use Activity Monitor to determine what’s running or we can run queries against system 
data. 
 
In SQL 2005, you’ll find Activity Monitor underneath the Management folder in SQL Server Management 
Studio. In SQL 2008 or higher, you’ll find Activity Monitor by right-clicking the server name. 
 

   
 
Once Activity Monitor is open, expand the Processes section to see individual query activity. 
  



The queries that I like to use to query system data are as follows: 
 
-- SQL 2005+ 
select r.session_id as SessionID, 
 datediff(mi,r.start_time,getdate()) as ExecutionTimeMinutes, 
 r.start_time as StartTime, 
 db_name(r.database_id) as DatabaseName, 
 user_name(r.[user_id]) as [User], 
 sp.nt_username, 
 r.command, 
 t.[text] as CommandText, 
 substring (t.[text], r.statement_start_offset/2, 
  (case when r.statement_end_offset = -1 
   then len(convert(nvarchar(max), t.[text])) * 2 
   else r.statement_end_offset  
  end - r.statement_start_offset)/2) as CurrentStatement, 
 r.[Status] as QueryStatus,  
 r.Command,  
 r.cpu_time as CPUTime,  
 r.total_elapsed_time as TotalElapsedTime, 
 r.blocking_session_id BlockedBy, 
 r.wait_time as WaitTime,   
 r.percent_complete as PercentComplete, 
 r.reads as Reads, 
 r.writes as Writes, 
 r.logical_reads as LogicalReads, 
 sp.Hostname, 
 sp.[program_name], 
 r.wait_type, 
 r.wait_time, 
 r.last_wait_type, 
 r.wait_resource, 
 r.plan_handle, 
 getdate() as CurrentTime, 
 q.query_plan 
from sys.dm_exec_requests r 
 cross apply sys.dm_exec_sql_text(r.sql_handle) t 
 cross apply sys.dm_exec_query_plan(r.plan_handle) q 
 JOIN sys.sysprocesses sp ON r.session_id = sp.spid 
where r.session_id > 50              -- Ignore system processes. 
AND r.session_id NOT IN (@@SPID)     -- Ignore this current statement. 
order by r.start_time 

 
-- Who is connected? 
exec sp_who2 

 
Additionally I’d recommend looking into a free stored procedure created by Adam Machanic called 
sp_WhoIsActive (http://sqlblog.com/files/default.aspx). 
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One of the things you’re going to want to look for are queries that currently run with high durations and 
also queries that are involved in Blocking. 
 
Blocking is the situation where one process has a lock on a resource and other processes are not able to 
access that resource. Blocking is a natural mechanism of SQL Server and it is what allows for data to be 
consistent. However, blocking can be a major nuisance if there is a long running process that is blocking 
other critical systems which need to run. 
 
Activity Monitor will display blocked process information. It will show the SPID that is involved in 
blocking. 
 
Now, suppose you find a blocking process… how do you deal with it? If the process is non-critical then 
you could issue a KILL command to cancel it. However, please be aware that the process will need to 
rollback the transaction then, and this might take longer than to wait for it to finish. 
 
To issue a Kill command, you can select the process in Activity Monitor, right click it, and select Kill 
Process. In T-SQL you can issue the command by using the keyword KILL, followed by the SPID. For 
example: KILL 153. 
 
If you cannot kill the process, then you will have to wait for it to complete. While the long processes are 
running, you should consider analyzing why the query is taking so long and correct it so that it will not 
be a problem the next time it runs. 
 

Query Analysis 
 
Query analysis is not exactly a straight-forward process. There are some things that you can look out for 
but it’s something that has to be continuously learned. 
 
Here are a few things to look out for with queries and note that there may be performance issues 
surrounding them: 
 
User-defined functions (UDF’s) 
 
UDF’s can cripple performance. The reason is that they often will cause row-by-row scans against the 
data on disk. Because of this, they should be avoided. If a UDF absolutely must be used, then consider 
running it against a small set of data in a temp table. 
 
Cursors 
 
SQL Server performs best when working with sets of data. Cursors have iterative behavior and have 
been shown to perform more than 7 times slower than comparable set-based queries. If you must use a 
cursor, then consider potentially working with a developer to offload some of the looping mechanism to 
an application layer. This does not always work, but it is a decent alternative. 
 
 
 
 



Triggers 
 
Are your inserts, updates, and deletes running slow on a particular object? Maybe there’s a trigger 
there. Check the trigger and make sure it is designed efficiently and isn’t doing more work than it needs 
to do. 
 
Temp Tables, CTE’s, and Table Variables 
 
Have you ever heard someone say “Always use a CTE.” or “Always use a Table Variable.”? These 3 data 
structures all have places where they are most efficient. When designing a query, consider testing all 3 
scenarios if you are not satisfied with your performance. Also consider using Derived tables. 
 
Example of a derived table query: 

select t.* 
from ( 

select p1.Name,p1.ProductNumber 
from Production.Product p1 
where Name like 'A%' 

)t 
 
Linked Servers 
 
If you have a linked server query, then you will have to fight with network latency. Additionally the 
database engine may be temporarily copying more data across the line to process your query than you 
may have planned or intended. Use Linked Servers sparingly and consider using an integration layer such 
as SOA and/or SSIS. 
 
Correlated Subqueries 
 
Correlated subqueries are notorious for performing Row-By-Agonizing-Row scans (RBAR), meaning that 
the performance is worse than a table scan. Consider using temp tables and derived tables. 
Example of a correlated subquery: 
 
SELECT soh.SalesOrderID, OrderDate=convert(varchar, soh.OrderDate, 111), 
(SELECT MAX(sod.UnitPrice) 
FROM AdventureWorks.Sales.SalesOrderDetail AS sod) AS MaxUnitPrice 
FROM AdventureWorks.Sales.SalesOrderHeader AS soh 
ORDER BY OrderDate 
  



Intro to Execution Plans 
 
Execution plans essentially are the roadmaps that the database engine uses to retrieve data. To display 
an execution plan, highlight the query that you wish to execute, go to the Query menu and choose 
“Display Estimated Execution Plan.” 
 

 
 
You’ll have results displayed in tab at the bottom called “Execution Plan”. There you will see a graphical 
representation of how SQL Server retrieves the data for your query. 
 
The details of how execution plans work is very complex and outside the scope of this exercise, but it is 
important to know that this area exists. Additionally, as of SQL 2008, execution plans will generate 
scripts whenever the engine feels a critical index is missing for your query. 
 

 
 
Simply right click the green text and click Missing Index Details. This will launch a script in a new query 
window. The contents of the script will be what index it feels you need to create. 
 
Additional I recommend SQL Sentry’s free tool called Plan Explorer which can help visualize execution 
plans better. 
 
The Database Engine Tuning Advisor 
 
Another tool that you can use to help determine performance issues is the Database Engine Tuning 
Advisor. This tool will help you identify missing indexes and statistics. 
 
To launch this tool, highlight your query first and then go to the Query menu and select “Analyze Query 
in Database Engine Tuning Advisor”. 



 
 
 

 
 
It will take a moment for the interface to load, so try to be patient. The Tuning Advisor will attempt to 
select the correct database from which you are querying. If it chooses incorrectly then you can check a 
different database. 
 

 
 
Click the “Start Analysis” button in the toolbar and the tool will begin to process. This can take a very 
long time depending on the query but generally it is very safe to run. The tool will generate temporary 
indexes and statistics to help it make the most useful decisions possible. 
 
 
 
 



 
 
 
When it is finished running, the results will be displayed with recommendations as seen below: 
 

 
 
Notice the estimated improvement percentage listed in the upper left-hand corner. 95% sounds pretty 
significant! In general, this tool is very good for helping to decide what indexes to use, however you 
should always analyze what results are generated. To the right-hand side of the results are blue links. If 
you click those links then the script will actually be generated for you to view. 
 
When using this tool, there’s a few things you’ll want to consider when determining whether to build an 
index. First, look at the estimated improvement. If this is 30% or less, then it might not be worth adding. 
Also, look at the estimated size for the indexes. If the index is several hundred megabytes or gigabytes, 
then it might not be worth adding it if the estimated percentage is low. Remember, every index you 
create will need to be maintained and maintaining large indexes can be a very expensive process for 
your database server. 
 
To apply the recommendations, go to the Action menu and either choose to Apply Recommendations or 
Save Recommendations. I typically will save recommendations, rename the index name to something 
more friendly than the generated one, and document in the script what the estimated performance gain 
was. Additionally I’ll also typically add a commented out copy of the query in the script. This will help 
when you want to determine why an index was created and for what it’s used. 
 
Clearing Cache 
 
When SQL Server first encounters a query, it will generate an execution plan and keep that plan saved. 
Whenever the database engine sees a similar query, it will attempt to reuse that execution plan. 
Because of this, you may see skewed results when you attempt to compare performance between 
executions. 
 
To clear out server cache, you can execute dbcc freeproccache and dbcc dropcleanbuffers. Please note 
that you should not ever do this on a production server as it can greatly impact performance. However, 
this is very safe to execute in a development environment. When tuning your queries, you should make 
note of the performance of the query while it is cached versus uncached. 
 

  



SQL Profiler 
 
I consider SQL Profiler to be my performance tuning bread and butter. When I need the most 
information about what’s going on in a system, I turn to SQL Profiler. 
 

Disclaimers 
 
In 2012, Microsoft announced that SQL Profiler is deprecated. This means that it may be removed in a 
future release of SQL Server. The replacement technology for this is Extended Events. Extended Events 
use a more lightweight monitoring system and it is more extensible. Unfortunately it can be challenging 
to derive useful data from it easily. Currently Idera offers a free tool called SQL XEvent which works like 
Profiler and it is worth having a look. 
 
One major thing to mention: Be very careful about running SQL Profiler on a Production system. It can 
cripple performance of your database server depending on the transaction load that you have. However, 
for developers, you should feel secure in running this tool in your development environment in most 
cases. 
 
If you need to trace activity of your production server and cannot use SQL Profiler, then a Server-side 
trace would be the recommended approach. Details of Server-side tracing can be found on MSDN: 
https://msdn.microsoft.com/en-us/library/cc293613.aspx. 
 

How to Use 
 
To launch SQL Profiler, you’ll need to go to All Programs > Microsoft SQL Server 20xx > Performance 
Tools. 
 

 
 
Immediately, Profiler will ask you for which server you want to connect. Select the server you’d like to 
analyze and click Connect. 
 
On the Trace Properties window, you’ll have 2 tabs. The General tab will allow you to choose different 
templates available. Also it will allow you to save the trace results to a file while it processes or to a 
database table. 

https://msdn.microsoft.com/en-us/library/cc293613.aspx


 
For most cases, the default settings on the General tab will be exactly what you want. Click the Events 
Selection and we’ll make some modifications. 
 

 
 
If we were to run this trace on a system with the default settings, we’d likely be accumulating far too 
much information. Because we are mainly concerned with performance-related issues, we’ll be mainly 
interested in collecting data as queries complete. 
 
Notice that there are checkboxes in each of the columns in the data grid in SQL Profiler. We can 
suppress details for any of these options. If you uncheck the boxes in the Events column, then we will 
not be tracing that particular event. 
 
Uncheck the following checkboxes from the Events column: 

 Audit Login 

 Audit Logout 

 Existing Connection 

 SQL:BatchStarting 
 
  



Now we need to apply some filters. In most cases we do not want to record every single possible event 
on the server. Typically I use the following types of filters when I’m trying to troubleshoot performance 
issues: 
 
Duration 
 
Duration filters are good if you only want to focus on queries that take a certain amount of time. This 
can be good for trapping long-running queries. 
 
LoginName 
 
LoginName is useful if you have an account that is used for your application and is only used for your 
application. It’s also useful if you want to trace your own activity. 
 
DatabaseName 
 
DatabaseName is useful if you want to focus on a very specific database and issues that it might have. 
To apply a filter, click the “Column Filters” button in the bottom right-hand corner. 
 
By default, you’ll notice that there is a filter on your own Profiler trace name. You’ll want to leave that as 
it is. To apply a LoginName filter, click LoginName in the left pane. The right pane will refresh with Like 
and Not Like options. If you expand these options then you can type in a filter. In the case of a domain 
name, you’ll need to make sure you include the domain name and the backslash character. 
When activity occurs in your system, you’ll start to see results in the grid. 
 
Notice that you can actually see the SQL statement that is being executed. You also can see the duration 
(in milliseconds) as well as CPU, Reads, and Writes. 
 
Another thing to make note of with this is the toolbar. You’ll see a start, pause, and stop button. You’ll 
find that you’ll need to use these very frequently when you troubleshoot issues. Sometimes you may 
flood profiler with more activity than you expect. In this case, you may want to pause, erase, and then 
resume your trace. Additionally, on the toolbar is an option called Auto Scroll Window. By default this is 
on and the window will scroll as new activity results are recorded. This can be inconvenient when you 
are trying to read the contents of a few rows. You can toggle the Auto Scroll Window option to suit your 
needs. 
 

Analyzing Profiler Results 
 
Now that you’ve acquired data, what are you going to do with it? First, make sure to stop your trace. 
You can then save the trace results to a .TRC file so you can analyze it again in the future, or you can 
save it to a SQL Server table. For large traces, I recommend saving to a table. To save your results, go to 
the File menu and select “Save As”. 
 
In general, the most important thing you should be focusing on when tuning a query is the Reads 
column. Duration is obviously very useful because that will identify long-running processes. However, 
there are many external factors that can cause durations to be high. Reads is measured in number of 
pages and is a good measure to actually determine how much work a query is actively doing. 
 



How many reads are too many? Well, that is dependent on many factors. First there is the speed of your 
I/O system. High performing I/O systems can handle higher read counts. Then there is also the 
expectation of the query’s performance. I’ve worked in environments before where 10ms was not fast 
enough for the system and it needed to be optimized further. In general, 100,000 is high number for 
most systems. This would indicate that the query is doing a lot of reading. Many professionals will state 
that you should try to get most queries under 10,000. If you see figures in the millions or higher then 
there is very much likely a problem that requires tuning. 
 
By analyzing the reads and durations, you can use SQL Profiler to compare results of your query before 
and after you make changes! This will allow you to present measurable performance improvements. 
Remember to use DBCC FREEPROCCACHE and DBCC DROPCLEANBUFFERS in your development analysis. 
 
At this point, you’ve determined how to locate queries that are involved in your process. It’s possible 
that you might see that these queries are not of high duration or high read. This means that there’s 
another factor in your application that is causing performance issues outside of the database. If you do 
see that the read count is high on your query, then you should follow the tuning steps previously 
mentioned to analyze the query for poor design or possible missing indexes. 
 
If you’re not finding any need to add new indexes or change the query, then there is another possibility 
to consider: index maintenance. 
 

Maintaining Indexes and Statistics 
 
If an execution plan is a map to your data, indexes are the roads that you take to get there, and statistics 
are traffic reports about the conditions of the roads. 
 
Every time there’s an insert, update, or delete on a table, indexes can become fragmented. When an 
index becomes fragmented, its use becomes less valuable and this leads to slow queries with 
inconsistent runtimes. The same occurs with statistics as well. Statistics help guide execution plans and 
contain pertinent information such as the distribution of data. Keeping both of these up-to-date will 
dramatically increase the performance of your system and keep runtimes predictable. 
 
An index can either be rebuilt or reorganized. Reorganizing is an online operation, meaning it can be run 
and the table is still accessible. It is very slow but it does not utilize a lot of resources. On the other hand, 
rebuilding an index is often much faster but it consumes more resources to run. Also, indexes cannot 
always be rebuilt online. Rebuilding indexes online requires enterprise edition and a few other 
constraints. For more information about online index rebuilding, check with Books Online 
(http://technet.microsoft.com/en-us/library/ms188388.aspx) to see exact details of cases when you 
cannot rebuild online. 
 
How do you know if an index needs to be maintained or not? This is based on the index’s fragmentation 
percentage. You can analyze the fragmentation percentage by querying your system with the 
sys.dm_db_index_physical_stats dynamic management view. Please be careful when using this view as 
it will consume a lot of resources to run. Books Online (http://msdn.microsoft.com/en-
us/library/ms188917.aspx) has several great examples of how to use this view to determine 
fragmentation. One particular example even will do full maintenance for a database. 



Why do indexes fragment so quickly? Most likely your system has a default setting for index Fill Factor. 
Fill Factor basically allocates room on the index to allow for more data to be updated later. Think of it 
like writing a book and leaving blank pages in-between in case you want to add something later. 
Lowering the fill factor will increase the size of the index but it will also slow the fragmentation 
percentage change. It should be noted that Fill Factors 0 and 100 are essentially the same thing as far as 
fragmentation is concerned. Typically in most systems, setting Fill Factor on an index to 90 is sufficient 
to slow most fragmentation growth. In very high transaction environments, I’ve set it as low as 80, but 
never any lower than that. 
 

Automated Index Maintenance Systems 
 
If you do not want to spend a lot of time getting into the granular details of manually maintaining 
indexes, then there are a couple of solutions. 
 
Microsoft’s solution posted on Books Online 
 
At the bottom of the sys.dm_db_index_physical_stats Books Online article 
(http://msdn.microsoft.com/en-us/library/ms188917.aspx ) is an example of how to maintain all indexes 
in a database by using a script. 
 
This solution is very simplistic and does not have many features. 
 
Simply paste the query into SQL Agent and schedule it to run at whatever time you wish. Please note 
that the rebuilds with this are Offline, so you will need to run this at hours where your system is not 
busy. 
 
Maintenance Plan 
 
Another option is to create a Maintenance Plan. 
 
Expand the Management folder of your server and right click the Maintenance Plan folder. Select “New 
Maintenance Plan”. 
 

 
 
You’ll be prompted for a name. Simply type: Index Maintenance. 

http://msdn.microsoft.com/en-us/library/ms188917.aspx


A number of objects will pop up inside Management Studio. The bottom left contains the Toolbox which 
has Maintenance Plan components that you can select. Click and drag the “Rebuild Index Task” to the 
beige canvas in the middle of Management Studio. 
 

 
 
Now right click on the Rebuild Index Task that is on the canvas and click “Edit”. Select the Database(s) 
drop-down and choose the database that you wish to maintain. For object, you can leave the default. 
 
The Free space options are essentially asking about Fill Factor. There is a database-level setting that sets 
the default Fill Factor for instances. The default setting is 0. If you wish to set the Fill Factor to a different 
value, you can specify that in the “Change free space per page percentage to” option. However, make 
note that the percentage here should not be confused with the actual Fill Factor value. Basically, if you 
wish for a fill factor of 90, then you’ll want to set this value to 10. 
 
For the Advanced options, you can choose to Sort In TempDB. This will potentially reduce the index 
rebuild time, however it will increase tempdb usage and utilize space. 
 
The last option is “Keep index online while reindexing”. This is a great option if you know that all of your 
tables are valid for online indexing. If they are not, then your Maintenance Plan may return an error 
depending on what version of SQL Server you’re using. 
 
When you’re complete, click OK, then go to the File menu and save. You can then schedule this plan 
with SQL Agent. 
 
  



Custom Script 
 
The last, and my preferred option, is to utilize custom scripts for maintenance. This will offer the 
greatest flexibility with best performance. Most in the industry recommend the usage of Ola 
Hallengren’s scripts. You can find Ola’s scripts along with documentation on how to use it on their site: 
http://ola.hallengren.com. 
 
Maintaining Statistics 
 
Maintaining statistics can also be handled by a Maintenance Plan. Alternatively there’s a system stored 
procedure called “sp_update_stats”. Executing this procedure will update all statistics that SQL Server 
deems to be out-of-date. Updating statistics can lead to a change in an execution plan change, so it is 
something to be cognizant about. Generally, regular statistics maintenance is a very good thing to have. 
Typically you’ll want to run this after your index maintenance. It should be noted also that the rebuilding 
of an index will update statistics for that index. Reorganizing will not update the statistics. 
 

Hardware Issues 
 
When you’ve tuned your queries as best as possible but performance is still slow, you may want to take 
a look at your hardware. Microsoft provides a utility called System Monitor (also called Performance 
Monitor or perfmon). This will measure hardware activity on your server. Each item measured with this 
utility is referred to as a Counter. 
 
To launch System Monitor, go to the Start Menu and type in “perfmon” in the search bar. 
 

 
 
A window will pop up with multiple panes. On the left pane, you’ll see a treeview with some folders. 
Underneath Monitoring Tools, you’ll want to click “Performance Monitor”. 
 
Immediately you’ll see a line graph on your screen that is changing. This is your local machine. If you 
wish to see the performance of your server, you can alternatively add that here. 
 
To do so, first let’s remove the activity being monitored on the local environment. Go to the bottom 
where Counters are being listed, right click the list and select “Remove All Counters”. 
 

http://ola.hallengren.com/


 
 
Now you’ll want to add counters for the server that you’re interested in. Right click the large blank white 
space where the line graph was and select “Add Counters”. 
 



 
 
You’ll be prompted with a new window. By default, Local Computer will be selected in the top left. In 
that bar, type the name of the server that you wish to monitor. After typing the server name, it will not 
immediately connect and go to that server. If you click any Counter group from the list then a 
connection will be established. I usually click the arrow next to Processor to establish a connection. 
Unfortunately, by default, all counters are highlighted. You’ll want to only select ones we’re interested 
in. After you’ve selected the counter you want, click the Add button. This will add the item to the list on 
the right hand side. 
 
For basic monitoring, the typical counters you should add the following: 

 Processor: % Processor Time _Total 

 Physical Disk: Avg. Disk Queue Length _Total 

 Memory: Pages/sec 

 Memory: Available Mbytes 
 
This will only get you some basic information, as there are dozens of valuable counters for 
troubleshooting SQL Server performance. However, for basic monitoring, you’ll want to make sure these 
values are within a reasonable range. 
 
For Processor %, if you consistently have over 80% then you may be suffering from a CPU bottleneck. 
For Average Disk Queue Length, you’ll want this value to be as low as possible during normal run times. 



This value will shoot up high during index maintenance and database backups, but that is very normal. 
The general rule is that you want Average Disk Queue Length to be less than a value of 2 per disk 
spindle. So if your RAID array consists of 4 physical disks on a volume, then you do not want the value to 
be consistently much higher than 8 for that volume. Pages per second should be as low as possible. 
When you have consistent paging over 100 then you may have some memory issues or page life 
expectancy issues. This may mean that you need more memory or there may be something wrong with 
caching of your queries. The last one I have listed is Available Megabytes. The default setting of SQL 
Server puts no real limitation on memory usage. I’ve found often in many environments that SQL Server 
may be taking up too much memory and putting too much strain on the Operating System. This may 
cause some serious paging as well. 
 
To change memory allocation in SQL Server, right click the server name in Management Studio, go to 
Properties, then select Memory from the left pane. There will be a minimum server memory and 
maximum server memory option. Generally, you should leave at least 1GB of memory available to the 
OS. In general, I usually try to the Available Megabytes counter with a value of around 1000 or so. You 
may need to increase or decrease memory allocation in SQL Server to find a true balance. Some servers 
have additional software and services running that consume resources so there’s no one single answer 
for how much you should leave for the Operating System. 
 

Performance Checklist 
 
Now that you’ve gone through and have read about the basics of performance tuning, here’s a nice 
checklist to ensure that you’ve checked key performance areas with your system when faced with 
slowness. 

 Checked for Blocking. 
 Checked for Long-running Queries. 
 Checked for Suspect Code in Long-running Queries (UDF’s, Cursors, Triggers, etc). 
 Examined Execution Plan. 
 Checked for Missing Indexes with Database Engine Tuning Advisor. 
 Checked to ensure Indexes and Statistics are maintained. 
 Analyzed development code with SQL Profiler. 
 Checked basic hardware counters to ensure the server is not under hardware stress. 

 

Conclusion 
 
Using this prescribed methodology, you can identify performance pain points for your system. This gives 
a general, scientific, repeatable approach to troubleshooting issues. Naturally, each of these items can 
go into far much greater detail, but this is essentially a primer for those who are just starting to get their 
hands around performance tuning. 


